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ABSTRACT
In this report, we summarize the contents and outcomes of
the recent joint WebKDD/SNAKDD 2007 workshop on Web
Mining and Social Network Analysis that was held in con-
junction with the 13th ACM SIGKDD International Confer-
ence on Knowledge Discovery and Data Mining (KDD 2007),
August 12-15, 2007, in San Jose, California. In 2007, We-
bKDD was organized for the ninth time in a successful series
of workshops on knowledge discovery on the Web. The first
SNA-KDD workshop is created to bring together researchers
who currently contribute to different aspects of social net-
work analysis, including knowledge discovery and data min-
ing in social network, social network modeling, multi-agent
based social network simulation, complex generic network
analysis. The joint 9th WEBKDD and 1st SNA-KDD work-
shop was co-held with KDD 2007 and solicited papers on
broad overview subject “Web Mining and Social Network
Analysis”. We reflect on the results of the workshop, as
captured in the invited talk and presentations.
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1. INTRODUCTION

WEBKDD’ 07 is the 9th in a successful series of workshops
on knowledge discovery on the Web. It has built a tradition
of serving as a bridge between academia and industry by
bringing together practitioners and researchers from both
areas in order to foster the exchange of ideas and the dis-
semination of emerging solutions for intelligent Web-based
applications using Web usage, structure and content mining.

SNA-KDD’ 07 is created to bring together researchers who
currently contribute to different aspects of social network
analysis, including knowledge discovery and data mining in
social network, social network modeling, multi-agent based
social network simulation, complex generic network analysis
and other related studies that can bring inspirations or be
directly applied to social network analysis. The workshop is
concerned with inter-disciplinary and cross-domain studies
spanning a variety of areas in computer science including
graph and data mining, machine learning, computational
organizational and multi-agent studies, information extrac-
tion and retrieval, and security, as well as other disciplines
such as information science, and social science.

The joint workshop of WEBKDD and SNA-KDD ’2007 aims
to bring together practitioners and researchers with a spe-
cific focus on the emerging trends and industry needs asso-
ciated with the traditional Web, the social Web, and other
forms of social networking systems.

2. THEME
The theme of the 9th WebKDD workshop and 1st SNAKDD
workshop was “Web Mining and Social Network Analysis”,
encompassing lessons learned over the past years and new
challenges for the years to come. This joint workshop fo-
cuses on emerging trends and industry needs associated with
the traditional Web, the social Web, and other forms of
social networking systems. The workshop solicited experi-

Volume 9, Issue 2SIGKDD Explorations Page 87



mental and theoretical work on Web mining and social net-
work analysis, including (1) data mining advances on the
discovery and analysis of communities, on personalization
for solitary activities (like search) and social activities (like
discovery of potential friends), on the analysis of user behav-
ior in open fora (like conventional sites, blogs and fora) and
in commercial platforms (like e-auctions) and on the associ-
ated security and privacy-preservation challenges; (2) social
network modeling, scalable, customizable social network in-
frastructure construction , dynamic growth and evolution
patterns identification and discovery using machine learn-
ing approaches or multi-agent based simulation.

3. SUBMISSIONS
There were 23 papers submitted to WebKDD/SNAKDD
2007. Each of the papers was strictly reviewed by at least
three reviewers from the WebKDD 2007 program commit-
tee. Due to the quality and diversity of the submissions, we
accepted 8 papers as regular papers and 5 as short papers.
The workshop papers, which are available at
http://workshops.socialnetworkanalysis.info/websnakdd2007,
have been divided into three categories depending on their
topics: (1) Community Structure Discovery; (2) Web and
Online Community Mining, (3)Social Dynamics and Mod-
els. In addition to accepted papers, we also invited Dr.
Raghu Ramakrishnan from Yahoo to give a talk on

4. WORKSHOP
The workshop attracted interest from a large number of con-
ference participants. Among them include participants from
academia and government agencies, Web related industry, as
well as practitioners from other companies. The workshop
included an invited talk session and three paper presenta-
tions, as described below.

4.1 Session 1: Community Structure Discov-
ery

The paper, “Node Roles and Community Structure in Net-
works” by Jerry Scripps, Pang-Ning Tan and Abdol-Hossein
Esfahanian, defines community-based roles that the nodes
can assume (ambassadors, big fish, loners, and bridges) and
shows how existing link mining techniques can be improved
by knowledge of such roles [11]. A new community-based
metric is introduced for estimating the number of communi-
ties linked to a node. Using this metric and a modification
of degree, the authors show how to assign community-based
roles to the nodes. The paper also illustrates the benefits of
knowing the community-based node roles in the context of
link-based classification and influence maximization.

The paper, “Community Detection in Large-Scale Social
Networks” by Nan Du, Bin Wu, Xin Pei , Bai Wang and Li-
utong Xu, presents an algorithm ComTector(Community
Detector) which is more efficient for the community de-
tection in large-scale social networks based on the nature
of overlapping communities in the real world [4]. This algo-
rithm does not require any priori knowledge about the num-
ber or the original division of the communities. Experimen-
tal results show that this algorithm can extract meaningful
communities that are agreed with both of the objective facts
and intuitions.

The paper, “Spectral Clustering in Telephone Call Graphs”
by Miklos Kurucz, Andras A. Benczur, Károly Csalogány
and László Lukács evaluates various heuristics for hierar-
chical spectral clustering in large telephone call graphs and
proposes a solution that enables k-way cuts in each step
by immediately filtering unbalanced or low quality clusters
before splitting them further [6]. Experimental results indi-
cated that this proposed approach can give geographically
much more homogeneous clusters with the size distribution
of our clusters resembling to that of the settlement structure.

4.2 Session 2. Web and Online Community
Mining

The paper, “Why We Twitter: Understanding Microblog-
ging Usage and Communities” by Akshay Java, Xiaodan
Song, Tim Finin and Belle Tseng presents the observations
of the microblogging phenomena by studying the topological
and geographical properties of Twitter’s social network [5].
In this paper, the authors find that people use microblog-
ging to talk about their daily activities and to seek or share
information. Finally, the authors analyze the user intentions
associated at a community level and show how users with
similar intentions connect with each other.

The paper, “Looking for Great Ideas: Analyzing the In-
novation Jam”, by Claudia Perlich, Mary Helander, Rick
Lawrence, Yan Liu, Saharon Rosset and Chandan Reddy
discusses the Innovation Jam that IBM carried out in 2006,
with the objective of identifying innovative and promising
“Big Ideas” through a moderated on-line discussion between
IBM worldwide employees and external contributors [9]. The
authors describe the data available and investigate several
analytical approaches to address the challenge of under-
standing “how innovation happens” and to facilitate the
success of future Jams. They also demonstrate the social
network structure of data and its time dependence, and dis-
cuss the results of both supervised and unsupervised learn-
ing applied to this data.

The paper, “Automated Social Hierarchy Detection through
Email Network Analysis” by Ryan Rowe, German Creamer,
Shlomo Hershkop and Sal Stolfo provides a novel algorithm
for automatically extracting social hierarchy data from elec-
tronic communication behavior [10]. The algorithm is based
on data mining user behaviors to automatically analyze and
catalog patterns of communications between entities in a
email collection to extract social standing. The advantage
to such automatic methods is that they extract relevancy
between hierarchy levels and are dynamic over time. The
authors illustrate the algorithms over real world data using
the Enron corporation email archive. The results show great
promise when compared to the corporations work chart and
judicial proceeding analyzing the major players.

The paper, “Applying Link-based Classification to Label
Blogs” by Smriti Bhagat, Graham Cormode and Irina Rozen-
baum studys the problem of inferring the classification of all
the objects from a labeled subset, using only the link-based
information amongst the objects [2]. The authors present
two classes of algorithms, based on local and global simi-
larities. This paper focuses on multigraphs induced by blog
data, and carefully apply their general algorithms to specif-
ically infer labels such as age, gender and location associ-
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ated with the blog based only on the link-structure amongst
them. They perform a comprehensive set of experiments
with real, large-scale blog data sets and show that significant
accuracy is possible from little or no non-link information,
and their methods scale to millions of nodes and edges.

The paper, “A Recommender System Based on Local Ran-
dom Walks and Spectral Methods” by Zeinab Abbassi and
Vahab Mirrokni designs recommender systems for weblogs
based on the link structure among them [1]. The authors
propose algorithms based on refined random walks and spec-
tral methods. First, they observe the use of the personalized
page rank vector to capture the relevance among nodes in
a social network. The authors apply the local partitioning
algorithms based on refined random walks to approximate
the personalized page rank vector, and extend these ideas
from undirected graphs to directed graphs. Moreover, in-
spired by ideas from spectral clustering, the authors design
a similarity metric among nodes of a social network using
the eigenvalues and eigenvectors of a normalized adjacency
matrix of the social network graph. The experimental re-
sults justify the use of a link-based recommender system for
social networks with large average degree.

4.3 Session 3. Social Dynamics and Models
The paper, “Exploiting Time-Varying Relationships in Sta-
tistical Relational Models” by Umang Sharan and Jennifer
Neville presents an initial approach to modeling dynamic re-
lational data graphs in predictive models of attributes [12].
More specifically, this paper uses a two-step process that
first summarizes the dynamic graph with a weighted static
graph and then incorporates the link weights in a relational
Bayes classifier. The authors evaluate this approach on the
Cora dataset (where co-author and citation links vary over
time) showing that our approach results in significant per-
formance gains over a baseline approach that ignores the
temporal component of the data.

The paper, “Learning to Rank Typed Graph Walks: Local
and Global Approaches” by Einat Minkov and William Co-
hen considers the setting of lazy graph walks over directed
graphs, where entities are represented as nodes and typed
edges represent the relations between them [8]. This frame-
work has been used in a variety of problems to derive an
extended measure of entity similarity. In this paper the
authors contrast two different approaches for applying su-
pervised learning in this framework to improve graph walk
performance: a gradient descent algorithm that tunes the
transition probabilities of the graph, and a re-ranking ap-
proach that uses features describing a set of traversed paths.
An empirical evaluation on a set of tasks from the domain
of personal information management show that re-ranking
performance is usually superior to the local gradient descent
algorithm. However, the methods are complimentary and
yield the best results when combined. The two methods are
also complimentary in terms of their qualitative properties
and applicability.

The paper, “Dynamics of Collaborative Document Rating
Systems” by Kristina Lerman constructs a mathematical
model to study how collaborative rating and promotion of
news stories emerges from independent decisions made by
many users [7]. The model takes into account user behavior:

eg, whether they read stories on the front page or through
the Friends interface. Solutions of the model qualitatively
reproduce the observed dynamics of votes received by actual
stories on Digg.

The paper, “Inferring Agent Dynamics from Social Com-
munication Network” by Hung-Ching (Justin) Chen, Ma-
lik Magdon-Ismail, Mark Goldberg and William A. Wal-
lace, presents a machine learning approach to discovering
the agent dynamics or micro-laws that drives the evolution
of the social groups in a community [3]. The authors set
up the problem by introducing a parameterized probabilis-
tic model for the agent dynamics: the acts of an agent are
determined by micro-laws with unknown parameters. Their
approach is to identify the appropriate micro-laws which cor-
responds to identifying the appropriate parameters in the
model. To solve the problem this paper develops heuristic
expectation-maximization style algorithms for determining
the micro-laws of a community based on either the observed
social group evolution, or observed set of communications
between actors. The authors present the results of exten-
sive experiments on simulated data as well as some results
on real communities, e.g., newsgroups.

The paper, “DBConnect: Mining Research Community on
DBLP Data” by Osmar Zaiane, Jiyang Chen, and Randy
Goebel introduces DBconnect, a prototype that exploits the
social network coded within the DBLP database by draw-
ing on a new random walk approach to reveal interesting
knowledge about the research community and even recom-
mend collaborations [13].

4.4 Invitied Talk Session
In his invited talk, Dr. Raphu Ramakrishnan presented
“Community systems: Social Networking Applications and
Platforms”. He elaborated the “social search” concept and
how it can be used to improve search engine performance.
After reviewing a few related emerging topics such as question-
answering communities, community information management,
he proposed “PeopleWeb” concept and illustrated the impli-
cations on future search engines.

5. CONCLUSION AND FUTURE DIRECTIONS
The WebKDD/SNAKDD 2007 workshop continued a tradi-
tion of exposing strong and ever more innovative research
in critical areas of Web mining and social network analysis,
in particular, community discovery, collaborative filtering
and recommender systems in general [1, 4, 6, 7, 10, 11].
Moreover, this year saw increasing interest in new topics,
mostly invigorated by the popularity of the Web 2.0 and
large scale social networks. Such topics included graph min-
ing [8], community based data mining [13], and Web blogs
and online forum analysis [2, 5, 9]. In addition, the dis-
cussions that followed each presentation and before closing
the WebKDD/SNA-KDD 2007 workshop helped raise sev-
eral questions and bring to light several interesting future
directions and challenges in the area of Web mining and so-
cial network analysis. In particular, participants discussed
the importance of research in new problems and applications
that are becoming more prevalent in the Web 2.0 context.
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L. Lukács. Spectral clustering in telephone call

graphs. In Proceedings of WebKDD/SNAKDD 2007:
KDD Workshop on Web Mining and Social Network
Analysis, in conjunction with the 13th ACM SIGKDD
International Conference on Knowledge Discovery and
Data Mining (KDD 2007), pages 82–92, August 2007.

[7] K. Lerman. Dynamics of collaborative document
rating systems. In Proceedings of WebKDD/SNAKDD
2007: KDD Workshop on Web Mining and Social
Network Analysis, in conjunction with the 13th ACM
SIGKDD International Conference on Knowledge
Discovery and Data Mining (KDD 2007), pages
46–56, August 2007.

[8] E. Minkov and W. Cohen. Learning to rank typed
graph walks: Local and global approaches. In
Proceedings of WebKDD/SNAKDD 2007: KDD
Workshop on Web Mining and Social Network
Analysis, in conjunction with the 13th ACM SIGKDD
International Conference on Knowledge Discovery and
Data Mining (KDD 2007), pages 1–9, August 2007.

[9] C. Perlich, M. Helander, R. Lawrence, Y. Liu,
S. Rosset, and C. Reddy. Looking for great ideas:
Analyzing the innovation jam. In Proceedings of
WebKDD/SNAKDD 2007: KDD Workshop on Web
Mining and Social Network Analysis, in conjunction
with the 13th ACM SIGKDD International Conference
on Knowledge Discovery and Data Mining (KDD
2007), pages 66–74, August 2007.

[10] R. Rowe, G. Creamer, S. Hershkop, and S. Stolfo.
Automated social hierarchy detection through email
network analysis. In Proceedings of
WebKDD/SNAKDD 2007: KDD Workshop on Web
Mining and Social Network Analysis, in conjunction
with the 13th ACM SIGKDD International Conference
on Knowledge Discovery and Data Mining (KDD
2007), pages 109–117, August 2007.

[11] J. Scripps, P.-N. Tan, and A.-H. Esfahanian. Node
roles and community structure in networks. In
Proceedings of WebKDD/SNAKDD 2007: KDD
Workshop on Web Mining and Social Network
Analysis, in conjunction with the 13th ACM SIGKDD
International Conference on Knowledge Discovery and
Data Mining (KDD 2007), pages 26–36, August 2007.

[12] U. Sharan and J. Neville. Exploiting time-varying
relationships in statistical relational models. In
Proceedings of WebKDD/SNAKDD 2007: KDD
Workshop on Web Mining and Social Network
Analysis, in conjunction with the 13th ACM SIGKDD
International Conference on Knowledge Discovery and
Data Mining (KDD 2007), pages 9–16, August 2007.

[13] O. Zaiane, J. Chen, and R. Goebel. Dbconnect:
Mining research community on dblp data. In
Proceedings of WebKDD/SNAKDD 2007: KDD
Workshop on Web Mining and Social Network
Analysis, in conjunction with the 13th ACM SIGKDD
International Conference on Knowledge Discovery and
Data Mining (KDD 2007), pages 74–82, August 2007.

—————————————————
About the authors

Volume 9, Issue 2SIGKDD Explorations Page 90



C. Lee Giles is the David Reese Professor at the College of
Information Sciences and Technology at the Pennsylvania
State University, University Park, PA. He is also Professor
of Computer Science and Engineering, Professor of Supply
Chain and Information Systems, and Director of the Intelli-
gent Systems Research Laboratory. He directs the CiteSeer
project and codirects the ChemXSeer project at Penn State.
This year Professor Giles is a new ACM Fellow. He has
been associated with Columbia University, the University of
Maryland, University of Pennsylvania, Princeton University,
and the University of Trento.
(http://clgiles.ist.psu.edu)

Andrew McCallum is an Associate Professor at University of
Massachusetts, Amherst. He was previously Vice President
of Research and Development at WhizBang Labs, a com-
pany that used machine learning for information extraction
from the Web. In the late 1990’s he was a Research Scientist
and Coordinator at Justsystem Pittsburgh Research Center.
He was a post-doctoral fellow at Carnegie Mellon University
after receiving his PhD from the University of Rochester in
1995. He is on the editorial board of the Journal of Machine
Learning Research. For the past eight years, McCallum has
been active in research on statistical machine learning ap-
plied to text, especially information extraction, document
classification, finite state models, and semi-supervised learn-
ing. Web page:
(http://www.cs.umass.edu/ mccallum)

Bamshad Mobasher is an Associate professor of Computer
Science and the director of the Center for Web Intelligence
at DePaul University in Chicago. His research areas include
Web mining, Web personalization, predictive user model-
ing, agent-based systems, and information retrieval. He has
published more than 100 scientific articles, numerous book
chapters, and several edited books in these areas. As the
director of the Center for Web Intelligence, Dr. Mobasher
is directing research in Web mining and personalization, as
well as overseeing several joint projects with the industry.
His most recent activities include an edited volume, “Intel-
ligent Techniques for Web Personalization”, published by
Springer, culminating from a series of successful workshops
at IJCAI and AAAI on the same topic; and a special issue
of ACM Transactions on Internet Technologies on Web per-
sonalization. He has also been one of the founding organiz-
ers of the highly regarded WebKDD workshops on Knowl-
edge discovery on the Web which have been held at ACM
SIGKDD conference for the past 9 years, leading to multi-
ple edited volumes. He is currently editing a special issue of
User Modeling and User Adapted Interaction on Data Min-
ing for Personalization, and he is the program chair of the
2008 SIAM data mining conference for Web and text mining.
He serves on the editorial boards of several prominent com-
puting journals, including User Modeling and User-Adapted
Interaction, and the Journal of Web Semantics.
(http://maya.cs.depaul.edu/ mobasher)

Olfa Nasraoui is the endowed Chair of E-commerce and the
director of the Knowledge Discovery and Web Mining Lab at
the University of Louisville, where she is also associate pro-
fessor in Computer Science and Engineering. She received
her Ph.D. in Computer Engineering and Computer Science
from the University of Missouri-Columbia in 1999. From

2000 to 2005, she was an assistant professor at the University
of Memphis. Her research activities include data mining, in
particular, Web mining and mining evolving data streams,
Personalization, and Computational Intelligence. She has
served on the organizing and program committees of several
conferences and workshops, including WebKDD 2004-2007.
She is the recipient of the National Science Foundation CA-
REER Award, and is a member of IEEE and ACM.
(http:/www.louisville.edu/ o0nasr01)

Myra Spiliopoulou is Professor at the Faculty of Computer
Science,Otto-von-Guericke-University Magdeburg,Germany.
Her research is on the development and enhancement of
knowledge discovery methods for person-web interaction,
for text analysis and for knowledge management. Her re-
search on web usage mining and data preparation, text min-
ing, temporal mining and pattern evolution has appeared
in journals, conferences, books and workshops. She is reg-
ular reviewer in many data mining conferences, including
KDD, ECML/PKDD and SIAM Data Mining, of the IEEE
TKDE Journal and of many workshops in subjects asso-
ciated to web mining. She has co-organized most of the
WEBKDD workshops in the KDD conference series since
1999, In Europe, she has launched the Web Mining Forum
initiative under the KDNet Network of Excellence and or-
ganized the workshop ”European Web Mining Forum” in
ECML/PKDD’2003 and ’2005. In the ECML/PKDD con-
ference series she has also given several tutorials on web
mining since 1999. In March 2005, she organized the 29th
Annual Conference of the German Classification Society in
Magdeburg. and in 2006 she was PC Co-Chair of the
ECML/PKDD that took place in Berlin (Sept. 2006)
(http://omen.cs.uni-magdeburg.de/itikmd)

Jaideep Srivastava is a Professor of Computer Science &
Engineering at the University of Minnesota. He has estab-
lished and led a laboratory that has conducted research in
databases, multimedia systems, and data mining. He has su-
pervised 23 Ph.D. dissertations and 44 MS theses, and has
authored/co-authored over 185 papers in journals and con-
ferences. Dr. Srivastava has an active collaboration with
the technology industry, both for research and technology
transfer, and is an often-invited participant in technical and
technology strategy forums. Dr. Srivastava’s industry expe-
rience includes data mining at Amazon.com and at Yodlee.
He has provided technology and technology strategy advice
to a number of large corporations, including Cargill, United
Technologies, IBM, Honeywell, 3M, and Persistent Systems.
He is on the editorial board of a number of journals, and
has served as Program and Conference Chair for a number
of prominent conferences. Dr. Srivastava has recently been
appointed as the Senior Technology Advisor for the State of
Minnesota, where he provides advice on information tech-
nologies to the State Chief Information Officer. He has been
elected a Fellow of the IEEE, and has been appointed a Dis-
tinguished Visitor by the IEEE Computer Society. He has a
Ph.D. from the University of California, Berkeley, and bach-
elors from IIT Kanpur, India.
(http://www.cs.umn.edu/people/faculty.php?user=srivasta)

John Yen is currently a University Professor and the Asso-
ciate Dean for Research and Graduate Programs of the Col-
lege of Information Science and Technology at Pennsylvania

Volume 9, Issue 2SIGKDD Explorations Page 91



State University. He received his Ph.D. in Computer Sci-
ence from University of California, Berkeley in 1986. From
1989 to 2001, he was a Professor of Computer Science and
the Director of Center for Fuzzy Logic, Robotics, and In-
telligent Systems at Texas A&M University. He joined the
College of Information Sciences and Technology at Penn-
sylvania State University in 2001, and became Professor-in-
Charge from 2003 to 2007. He. Yen was the Vice Presi-
dent of Publication for IEEE Neural Networks Council, now
IEEE Computational Intelligence Society. He received the
NSF Young Investigator Award in 1992, and is a Fellow
of IEEE. He is currently the Chair of IEEE FIPA Work-
ing Group on Human Agent Communications, a Sponsoring
co-Chair of AAMAS 2008, and a member of ACM Senior
Member Committee.(http://ist.psu.edu/yen/)

Haizheng Zhang is currently a Postdoctoral Research Asso-
ciate at the College of Information Science and Technology
at Pennsylvania State University. He received his Ph.D on
Computer Science from University of Massachusetts, Amherst
in 2006. He has published more than fifteen Journal, confer-
ence, or workshop papers. He is a freqent reviewer for many
artificial intelligence conferences, including AAAI, ECIR and
journals including the ACM Transactions on Information
Systems, IEEE/ACM Transactions on Networking, and Jour-
nal of the American Society for Information Science and
Technology. He has served on the program committee of
workshop on Trading Agent Design and Analysis (TADA)
2007 and 2008. He is a member of AAAI and ACM.
(http://www.haizhengzhang.com)

Volume 9, Issue 2SIGKDD Explorations Page 92


